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1. INTRODUCTION 

1.1. PURPOSE 

The purpose of this document is to give an interim report on BalticGrid-II network performance 
during the first year of BG-II operation. The network monitoring has been carried out via the network 
monitoring portal gridimon.balticgrid.org. Additional network performance tests have been performed 
in order to compare results of TCP data transfer on various operating systems with differently 
configured parameters. 

1.2. APPLICATION AREA 

SA2 activity ensures reliable network connectivity for Grid infrastructure in the Baltic countries and 
Belarus. This also includes network performance monitoring and TCP performance enhancement in 
order to utilise fully capacity of available bandwidth. 

1.3. TERMINOLOGY 

 

ACRONYMS EXPLANATION 

AIRT Application for Incident Response Teams 

BalticGrid IRT / 
BG-IRT 

Incident Response Team of the BalticGrid-II 

BASNET Belarus National Research and Education Network 

BSD Barkeley Software Distribution 

EENet Estonian National Research and Education Network 

GÈANT2 European Academic Network 

NREN National Research and Education Network 

RTT Round Trip Time 

SA2 Service Activity on Network provisioning 

SE Storage Element 

TCP Transmission Control Protocol 

TCP/IP Transmission Control Protocol/Internet Protocol 

TX/RX Transfer/receive 

WN Worker node 
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2. NETWORK MONITORING 

The BalticGrid-II network monitoring system portal is located at address 
http://gridimon.balticgrid.org. This portal provides a convenient centralized view on the essential 
historic and real-time BalticGrid network parameters, thus serving as an excellent troubleshooting and 
SLA adherence monitoring portal. 

In this chapter data from the gridimon portal are discussed and explained to illustrate information 
provided by the portal and situation in the BalticGrid-II network. 

The structure of the monitoring portal gridimon.balticgrid.org among other features allows observing 
the relation between Link Load and Latency. The graphs below show monitoring data of Belarus 
Academic Network BASNET connection to GÈANT2.  

The capacity of the link is 155 Mbps and its utilisation is comparatively close to the maximum. 
Exploring both graphs together an interconnection can be seen between them. The rping graph shows 
constant Latency, which is above 50 ms. It can be explained by the fact of the high utilisation of the 
channel and the structure of the Belarus access to the GÈANT2 network.  

The direct relevance between structure of the network, usage of the link and latency can be observed. 
The direct connectivity to GÈANT2 would solve high latency issue, but currently BASNET is 
connected to GÈANT2 via Poland. In the current situation the high latency does not affect the quality 
of the link as long as it is constant and the levels of jitter are not high, see Fig. 1 and Fig. 2. 

 

 

Fig. 1 BASNET connection to GÈANT2, rping data 
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Fig. 2 BASNET connection to GÈANT2, traffic data 

For comparison the EENet infrastructure can be used. EENet academic network has a 2.5 Gbps 
connection to the GÈANT2 network. Clusters at EENet are connected to GÈANT2 via 1 Gbps 
interface, but NICPB – via two 1 Gbps interfaces. The utilisation of the link is not close to the 
maximum (see Fig. 3 and Fig. 4). A constant difference of 40ms in the latency can be seen when 
comparing rping graphs of BASNET and EENet. This difference is mainly based on the pattern of 
how the connection is built and on the usage of the link. 

 

Fig. 3 NICPB connection to GÈANT2, rping data 

 

 

Fig. 4 EENet connection to GÈANT2, traffic data 
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At the initial stage of the BalticGrid-II project some users gave feedback regarding slow data transfers 
between the Storage Elements (SE) and Worker Nodes (WN) during execution of jobs. The graphs 
collected at the gridimon monitoring portal do not provide enough data to support or reject these 
subjective observations. Therefore the measurements were made to observe average data transfer 
performance from SEs to WNs. Measurements confirmed that these transfers are generally within 40-
200 Mbps, which is very slow data transfer speed considering that most sites are connected to the 
GÈANT2 network with at least 1Gbps speed. Thus, it was necessary to investigate whether the poor 
data transfer performance is due to network saturation, poor performance of SE/WN disk sub-system, 
or with underperforming TCP/IP stacks on these machines. 
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3. TCP PERFORMANCE TESTS 

Well functioning network has been of high importance for the TCP performance tests and 
enhancements planned within the BalticGrid-II project. Although the results of the TCP performance 
investigation will be reported later in a separate deliverable, in this interim report preliminary results 
are outlined. 

During the first year of the project there have been three “breakthroughs”, which already at this stage 
allow confidently state that the project team has identified the cause of low TCP performance, as well 
as proposed a solution to this problem. During the second year of the project additional tests will be 
carried out and pilot implementations designed to bring this solution from the test-lab environment 
into the BalticGrid-II production network and resource centres. 

The three breakthroughs are the following: 

�  Creation of reliable gigabit test-lab for TCP performance measurement at variable RTT 
delays. This turned out to be a non-trivial task, because many off-the-shelf delay simulation 
techniques either produce results not consistent with real networks or not capable of delaying 
gigabit traffic flows without distortion. Example of non-conforming approach is use of Linux 
ttransmission control ('tc') tools, which were attempted initially. A working gigabit traffic delaying 
solution (breakthrough) has been found to be FreeBSD firewall ('ipfw') configured as Layer 2 
bridge rather than Layer3 router (Linux approach). The test results achieved with this solution 
have been compared and positively matched with real international gigabit network tests. This 
achievement provided possibility to reliably test large number of TCP implementations and 
configurations in lab environment. 

�  Despite the initial theory that better than average TCP performance in some BacticGrid-II clusters 
was due to Intel® I/O Acceleration Technology (Intel® IOAT) technology (coincidentally present 
in one of the high-performing BalticGrid-II nodes), the thorough tests in the test-lab linked the 
TCP performance variations to different versions of Linux kernels installed on different 
BalticGrid-II clusters. By changing only Linux kernel version it was possible to re-create in the 
lab both the low TCP performance characteristic to most of the BalticGrid-II clusters, as well as 
the high TCP performance observed in some BalticGrid-II nodes. 

�  The last breakthrough came from a careful study of Linux TCP stack and its tuning parameters, as 
well as close inspection of TCP setup in BG-II clusters. It was discovered in test lab that default 
TCP stack for Scientific Linux has very small RX/TX buffer sizes, which plays crucial role in 
TCP performance. It was traced down that as few as 4 configuration lines for TCP stack inserted 
in system configuration file resolves the TCP performance bottleneck up to gigabit speeds. 
Later it was positively confirmed that KTH clusters, which despite using low-performing Linux 
kernel version achieved exceptionally good TCP performance, also have almost identical lines for 
improved TCP performance. KTH clusters had these lines inserted a while back, and largely 
forgotten by the general community. The following 4 lines must be put in /etc/sysctl.conf file to 
improve TCP performance: 

net/core/rmem_max = 8738000 

net/core/wmem_max = 8738000 

net/ipv4/tcp_rmem = 8192 4369000 8738000 

net/ipv4/tcp_wmem = 8192 4369000 8738000  
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These lines relate to TCP RX/TX buffer sizes, and the following tests on other BGII nodes with 
various Linux kernel versions have confirmed that the same 4 TCP configuration lines indeed resolve 
the TCP performance bottleneck up to gigabit speeds. 

3.1. MEASUREMENT LABORATORY 

To investigate possible network latency or server TCP/IP stack influence on data transfer speeds it was 
necessary to create a test laboratory where network throughput measurements could be made. The 
measurement laboratory has to provide possibility to simulate network latencies and optionally – jitter 
and packet loss. At first built-in transmission control tools ('tc') tools within Linux kernel ('netem' 
tools) were used on both end-servers, between which the measurements are made. But this approach 
failed, because ‘tc’ tools gave unreliable and inconsistent measurements that did not correlate with 
actual measurements. Afterwards it was decided to try using third middle server between the 
transferring two. FreeBSD was chosen as a next alternative for OS, since FreeBSD has tools with 
similar functionality to that of Linux 'tc', called 'dummynet' and managed through 'ipfw' tools. The 
difference is that in Linux 'tc' works on IP level packets, and it works only on outgoing packets, thus 
one needs 'tc' working on both sender and receiver hosts. Also, this kind of IP packet delaying 
approach requires a lot of CPU resources, thus measurements can be inaccurate if any of the servers 
lacks necessary CPU performance. FreeBSD 'dummynet' works on the Ethernet frame level, thus it 
acts more as a passive switch. This implementation consumes considerably less CPU on the host that 
acts as latency creator, thus the results are much more consistent.  

3.2. COLLECTED DATA 

After performing various tests using FreeBSD server with 'dummynet' tools between two Linux 
servers it was found that Scientific Linux 4, if used with default kernel and TCP/IP stack 
configuration, performs very poorly in network environments with latencies above 1ms. Results were 
compared with other Linux kernels and distributions, as well as with other TCP/IP congestion control 
algorithms. 

Preliminary results are shown in Fig. 5. The graph shows TCP bandwidth for various Linux kernels 
and distributions depending on network latency (RTT) and TCP send/receive buffer sizes. As it can be 
seen, default Scientific Linux 4 installation underperforms as soon as network latency becomes greater 
than 1-2ms. Typical network latency between sites in BalticGrid is 8-35ms. 

After tuning basic TCP/IP stack parameters, Scientific Linux 4 with default Linux kernel 2.6.9 with 
BIC or Reno congestion control algorithm performs up to 10-20 times faster in latency range of 6-
40ms, the important latency range for the BalticGrid-II applications. 

Two servers with Scientific Linux 4 and default kernel were deployed for TCP tests at IMCS UL and 
EENet to measure real-life improvement in TCP performance in accordance to the laboratory 
measurements. Network latency between these two machines is 12.3ms, thus according to laboratory 
measurements default Scientific Linux 4 TCP stack should not perform faster than around 35-51Mbps 
with one TCP connection. Real-life tests measured bandwidth of 46.6Mbps before TCP/IP stack 
tuning, and at least 684Mbps after increasing TCP send/receive buffers to 8MB. This shows that 
indeed test laboratory allows for precise simulation of real network environment in the BalticGrid-II 
project, as well as importance of improperly configured TCP/IP stack.  

The following result was obtained when using non-symmetric TX/RX buffers with Reno congestion 
control algorithm. RX buffers were set at 6MB, TX - at 8MB. This graph shows that if sending buffers 
are larger than receiving buffers, it may degrade performance as soon as the amount of data in transfer 
("in-the-fly") exceeds the size of receiving buffer. Thus it is recommended always to have equally 
sized RX/TX buffers, or have RX buffer larger than TX buffer. 
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TCP bandwidth depending on latency
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Fig. 5 TCP bandwidth for various Linux kernels 
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4. NETWORK SECURITY ISSUES 

4.1. SECURITY MANAGEMENT POLICY 

Security of the Grid heavily depends on the security of the main network on which the Grid is built. 
The BalticGrid-II adopted the Security Policy developed taking into account extended risk analysis of 
the BalticGrid-II network. Although only minor security incidents have occurred in the BalticGrid-II 
network so far, the project team is well prepared to deal with any incident in the network.  

BalticGrid-II Security Policy (for more details see DSA2.4) is a part of a more global eco-system. The 
policy addressed physical security, user accounts and access control, network security, operational 
security, confidentiality and privacy.  

Security incidents identified in the BalticGrid-II network are handled by BG-IRT teams in accordance 
with the incident response procedures described in the BalticGrid-II Incident Handling and Response 
policy (for more details see DSA2.5). 

Members of BG-IRTs rely very much on the cooperation between the teams and between the teams 
and NRENs.  

4.2. REGISTRATION OF SECURITY INCIDENTS 

In order to aid in handling of security incidents, an AIRT application had been adapted for the use in 
the BalticGrid-II project. 

AIRT is a web-based application that has been developed by SURFnet and University of Groningen. It 
has been customised and used by the BalticGrid-II incident handling and response teams (IRT). The 
application is accessible at http://gridimon.balticgrid.org/airt/. Its aims to provide a system that allows 
easy tracking and reporting of computer security incidents, and provides a number of functions that 
make the administrative dimension of the BG-IRT easier.  

The application supports the bureaucratic side of BG-II incident handling and response team. Its main 
features are:  

�  the ability to identify owners of networks; 

�  the ability to track incidents;  

�  the ability to automatically import incident reports;  

�  the ability to prepare outgoing emails based on incident templates.  

AIRT has been customized for BG-IRT needs, by preparing few essential items: 

�  a list of constituencies that BG-IRT serve (see Fig. 6): 
1. BASNET 
2. EENET 
3. LITNET 
4. SigmaNet  
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Fig. 6 List of constituencies in AIRT 

 
�  a list of users to talk to in the case of an incident in a constituency. The users are known as 

constituency contacts.  
 

 

Fig. 7 List of constituency contacts 

�  a list of networks that are owned by each constituency.  
 

  

Fig. 8 List of constituency contacts 
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While working with AIRT, all BG-IRT members must follow the strictly defined classification of 
events that should be considered as incidents. This classification is given in the BalticGrid-II Incident 
Handling and Response Policy.  

An AIRT tutorial has been developed to help the BG-IRT users use AIRT to the best of its abilities.  
This tutorial gives an overview of: 

�  Incident states; 

�  Incident statuses; 

�  AIRT search capabilities; 

�  Incident overview; 

�  Creation of an incidents; 

�  Incident details. 

AIRT tutorial is available on-line at http://gridimon.balticgrid.org/airt. 
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5. CONCLUSIONS 

Network performance monitoring is carried out in accordance to the description of work and all data 
are collected and publicly accessible at http://gridimon.balticgrid.org.  

TCP performance tests were carried out to identify the reasons behind the poor performance of the 
data transfer over high bandwidth. 

Using results gathered so far show that default installation of Scientific Linux 4, which is the most 
common configuration for machines in the BalticGrid-II, has a very poor TCP/IP performance. In real 
life situations, machines using Scientific Linux 4 are unable to use more than 5-10% of 1Gbps 
network capacity with a single TCP connection. Basic steps necessary to improve this performance 
were identified, tested, and deployed between two test machines on IMCS UL and EENet. The 
improved TCP/IP stack version performs up to 15 times faster between the two Grid sites. Thus it is 
shown that TCP stack tuning is important for machines used in the Grid, and all sites should configure 
their machines for improved network performance.  

Currently causes of poor TCP performance have been identified and methods for improving this 
performance on Scientific Linux 4 (32-bit and 64-bit versions) are found. It is necessary to further test 
how tuned versions Scientific Linux work if deployed on entire sites. Also, possible congestion-
control conflicts between various Linux kernels found on BalticGrid clusters must be investigated, as 
well as performing similar network performance tests on Scientific Linux 3 and Scientific Linux 5. 
Afterwards these techniques could be used on all BalticGrid sites to boost network performance 
between Storage Elements and Worker Nodes, thus improving network efficiency and speeding up job 
execution. 

 

 

 


